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Multiple
population
mortality
models

Using information from other countries
The Netherlands is a relatively small country, and mortality
developments have not been linear in the past. In a previous model,
we distinguished between a long term and a short term trend.
However, it requires substantial expert judgement to define the
periods for these trends.
In a search for a less expert judgement-based model, the Royal Dutch
Actuarial Society (after careful model selection) chose a variant of the
Li-Lee model:
• We estimate a long term trend from a peer group of countries and
the difference in mortality between the Netherlands and the peer
group;
• We assume the long term trend to continue, and the relative
difference in mortality to converge to something stable.
Actuaries in Belgium use a similar model for mortality forecasting.

Historical patterns in Dutch mortality
Unstable improvements over time

Low
improvements
Steady
improvements
Accelerated
improvements

Low
improvements

Steady
improvements

Steady
improvements

Historical patterns in European mortality
“Overall stable” developments

Steady
improvements

Steady
improvements

Variables and observations
Definition of variables and observations

Single country vs collection of countries

In this section we use the following notation:

We illustrate this method using the AG2018-model:

▪ 𝑡:

integer calendar years with 𝑡 ∈ 𝒯 = {𝑡1 , … , 𝑡𝑇 }

•

Country of interest is the Netherlands;

▪ 𝑥:

integer ages with 𝑥 ∈ 𝒳 = {𝑥1 , … , 𝑥𝑋 }

•

▪ 𝑔:

gender 𝑔 ∈ 𝒢 = {Males,Females}

We use a collection of other countries from Europe to form a
‘European’ dataset: 𝑐 ∈ 𝒞 = {AUT, BEL, CHE, DEU, DNK, FIN,
FRA, GBR, IRL, ISL, LUX, NLD, NOR, SWE}.

▪ 𝑑𝑡𝑥𝑔 : the observed number of deaths with an age in
[𝑥, 𝑥 + 1) with time at death in [𝑡, 𝑡 + 1) for gender 𝑔;
▪ 𝐸𝑡𝑥𝑔 : the corresponding exposure-to-risk of people aged
𝑥 during calendar year 𝑡 for gender 𝑔.

We define the following variables accordingly:
𝑐
▪ 𝑑𝑡𝑥𝑔
: observed number of deaths for country 𝑐;

𝑐
▪ 𝐸𝑡𝑥𝑔
: corresponding exposure-to-risk for country 𝑐;
𝐸𝑈
𝑐
▪ 𝑑𝑡𝑥𝑔
= σ𝑐 𝑑𝑡𝑥𝑔
: observed number of deaths in Europe;
𝐸𝑈
𝑐
▪ 𝐸𝑡𝑥𝑔
= σ𝑐 𝐸𝑡𝑥𝑔
: corresponding exposure-to-risk in Europe.

Li-Lee model
High-level description

More formal description

Within the Li-Lee model we model the force of mortality 𝜇𝑡𝑥𝑔 :

Mortality model
𝐸𝑈
𝐸𝑈
𝐸𝑈
Step 1:
𝐷𝑡𝑥𝑔
∼ Poisson 𝐸𝑡𝑥𝑔
⋅ 𝜇𝑡𝑥𝑔
, with
𝐸𝑈
ln 𝜇𝑡𝑥𝑔
= 𝐴𝑥𝑔 + 𝐵𝑥𝑔 𝐾𝑡𝑔

• First, we estimate the force of mortality for a peer group of
𝐸𝑈
countries resulting in 𝜇𝑡𝑥𝑔
;

• Second, we estimate the difference in the force of mortality
between the Netherlands and the peer group;
To generate forecasts of mortality, we use time series modelling in
which we take correlations between males and females and
between EU and NL into account

Step 2:

𝑁𝐿
𝑁𝐿
𝑁𝐿
𝐷𝑡𝑥𝑔
∼ Poisson 𝐸𝑡𝑥𝑔
⋅ 𝜇𝑡𝑥𝑔
, with
𝐸𝑈
𝑁𝐿
ln 𝜇𝑡𝑥𝑔
= ln 𝜇𝑡𝑥𝑔
+ 𝛼𝑥𝑔 + 𝛽𝑥𝑔 𝜅𝑡𝑔

Time series model
Random walk with drift for European trend:
𝐾𝑡𝑔 = 𝐾𝑡−1,𝑔 + 𝜃𝑔 + 𝜀𝑡𝑔

The impact from 𝜅𝑡𝑔
disappears over time,
and the difference
between EU and NL
converges to 𝛼𝑥𝑔

Mean reverting process to zero for NL deviation:
𝜅𝑡𝑔 = 0 + 𝑎𝑔 𝜅𝑡−1,𝑔 + 𝜂𝑡𝑔

Historically observed mortality
EU males

At EU level (the development
in) mortality is much smoother
than as observed for Curaçao

Average mortality over time
EU males

The parameter Ax represents
average mortality during the
observed period

Developments over time
EU males

The sum of Ax and Kt represents
how mortality improves over
time, but there are clearly
differences between ages

Age-dependent developments over time
EU males

Average mortality adjusted for
age-dependent developments
over time seem to fit the data
well

Age-dependent developments over time
Average log mortality in EU

Age sensitivity w.r.t. EU trend

Aver. diff. between EU and NL

Age sensitivity w.r.t. EU trend

Dutch males between ages
18-40 apparently drive
much safer than their
European counterparts

EU mortality trend

Development of diff. between EU and NL

Forecasts of period effects
European trend is linear,
and forecasting is
relatively straightforward

Difference in NL trend and
EU trend converges to zero
on long term, but on short
term Dutch females expect
higher improvements

To conclude…

Forecasts of period life expectancy at age 65

1. The average trend in
mortality in Europe has
been very linear, and the
European mortality trend is
therefore relatively easy to
forecast

3. On the long term, the NL trend follows the
EU trend, and the difference between NL and
EU converges to the long term difference. The
resulting forecast is much more stable than if
only NL mortality were used.

2. Dutch mortality evolved in a non-linear
way, making it more difficult to forecast in
isolation. However, the difference with EU
mortality seems to stay within certain limits
over time, and we can therefore model NL
mortality as the sum of EU mortality and a
Dutch ‘spread’
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Generalized
Additive
Models

Generalized Linear Models
Recap of theory
Suppose we have observations 𝑌𝑖 with 𝑖 = 1, … , 𝑛 and for each
observations we have risk factors 𝑥𝑖𝑗 for 𝑗 = 1, … , 𝑝. A GLM is
completely specified through the following three components.

1. Random component
We assume the observations 𝑌𝑖 to be independent random
variables with a density from the exponential family. Such a
distribution is completely specified through the mean parameter
𝜇𝑖 and the dispersion parameter 𝜓𝑖 .

2. Systematic component
There is a linear predictor 𝜂𝑖 =
The matrix 𝑋 =

𝑥𝑖𝑗

σ𝑝𝑗=1 𝛽𝑗 𝑥𝑖𝑗

for each 𝑖 = 1, … , 𝑛.

is the design matrix and consists of the

covariates, and 𝛽1 , … , 𝛽𝑝 is the parameter vector.

3. Link function
The linear predictor is connected to the mean through the link
function: 𝜂𝑖 = 𝑔(𝜇𝑖 ). The inverse link function is also called the
mean function: 𝜇𝑖 = 𝑔−1 𝜂𝑖 .

Examples
Some typical examples of GLMs are given by:
• 𝑌𝑖 ~ Normal(𝜇𝑖 , 𝜓𝑖 )

with Var 𝑌𝑖 = 𝜓𝑖 ⋅ 𝜇𝑖

0

• 𝑌𝑖 ~ Poisson 𝜇𝑖

with Var 𝑌𝑖 = 𝜓𝑖 ⋅ 𝜇𝑖

1

with Var 𝑌𝑖 = 𝜓𝑖 ⋅ 𝜇𝑖

2

• 𝑌𝑖 ~ Gamma 𝛼 =

1
,𝛽
𝜓𝑖

=

1
𝜓𝑖 𝜇 𝑖

An important advantage of GLMs versus least squares methods is
that the variance is not the same for all observations!

In short: GLMs provide a useful framework to explain
many types of data using various risk factors

Generalized Linear Models
An example
Consider the following example. We have a portfolio of policyholders, and
we have counted how many of them are married. The results are shown in
the figure on the right-hand side:
• Policyholders have been observed during the years 𝑡 = 1, … , 5 and for
the ages 𝑥 = 20, … , 90;
• 𝑛𝑡𝑥 equals the number of policyholders at age x during year t;
• 𝑦𝑡𝑥 equals the number of married policyholders (i.e. 0 ≤ 𝑦𝑡𝑥 ≤ 𝑛𝑡𝑥 ).

The top graph shows that the number of policyholders increases by age.
The bottom graph shows the resulting marriage frequencies, and the
variability in these frequencies decreases with age.
We will estimate the marriage probability 𝑝𝑥 using a regression model. We
assume that the numbers of married policyholders follow a Binomial
distribution 𝑌𝑡𝑥 with size 𝑛𝑡𝑥 and with probability 𝑝𝑥 , which is the
parameter we wish to estimate.

Generalized Linear Models
An example: GLM estimates
In this example we assume 𝑝𝑥 to be unknown, but in reality we have used
the black line to generate the observations: the black line is the data
generating process (DGP).
If we use traditional regression models, we have to impose upfront what
the relationship is between age of the policyholder and the probability of
being married. Standard choices include a linear relationship, or estimating
a separate factor for each age:
• A linear relationship results in small confidence intervals, but does not
seem to fit the data well;
• A separate factor for each age fits the data more closely, but results in
large confidence intervals and the fitted values show erratic behavior
over the ages.
Alternative relationships can be investigated, but there are endless
possibilities (e.g. quadratic or logarithmic transformations) and this
requires substantial expert judgement!

Generalized Additive Models
A smooth alternative
Generalized Additive Models (GAM) are an extension to the more traditional GLMs:
• We can estimate the relationship between the age of the policyholder and the probability of
being married using a smooth function that is to be estimated from the data: 𝑝Ƹ 𝑥 = 𝑓(𝑥).
• We do not have to impose any structure on 𝑓(𝑥), we only have to provide a collection of
functions from which a smart algorithm will choose the optimal combination that results in
𝑓(𝑥);
• We do impose that the estimated effect for ages close to each other should be similar, and
this results in smooth estimated effects.
These GAMs are not new; they were introduced in the 1960’s. However, these models have
become much more accessible due to technological and statistical developments.
In the graph on the right we show the estimated smooth effect using a GAM:
• We did not have to tell the regression model what the shape should look like; this shape is
extracted from the data, and this smooth effect clearly resembles the underlying DGP more
closely;
• The uncertainty in the estimated smooth effect is limited, which is a side effect of imposing
that the estimated effect for ages close to each other should be similar:
• If there is very limited exposure at some ages, the confidence interval can become
much larger!

Generalized Additive Models
What is a Generalized Additive Model?

For the interested actuary

A GAM has a form something like:

GAMs can be estimated using the R-package mgcv:

𝑔 𝐸 𝑌𝑖

= 𝜂𝑖 = 𝑿𝑖 𝜷 + 𝑓1 𝑥1𝑖 + 𝑓2 𝑥2𝑖 , 𝑥3𝑖 + 𝑓3 𝑥4𝑖 + ⋯

The 𝑿𝑖 𝜷 is a parametric part similar to GLMs, and the 𝑓𝑗 (𝑥𝑗𝑖 ) are
smooth functions of the covariates that are to be estimated.
A smooth function 𝑓 𝑥 is represented as σ𝐾
𝑘=1 𝛽𝑘 𝑏𝑘 𝑥 , where
the 𝑏𝑘 𝑥 are the basis functions (examples are thin plate
regression splines and cubic splines). As a result, GAMs can be
represented as GLMs.
The model is estimated by optimizing a penalized likelihood; a
penalty is added to the likelihood to take into account the
smoothness of the estimated effects.

•

This package is developed by Simon Wood (and co-authors);

•

Many presentations with introductions to the mathematics
and examples in R are available from his website:
https://people.maths.bris.ac.uk/~sw15190/
(or google “Simon Wood”).

For actuaries that have experience with estimating GLMs, the
extension to GAMs is both easy and powerful.
GLMs should no longer be considered standard practice:

GAMs are the way to go!
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Applications to
Curaçao
mortality

Challenges for today

Can we say something
about developments over
time in observed mortality,
and can we use this for
prediction purposes?

?

Can we estimate the level
accurately, given the noisy
data?

?

Attempt #0
The traditional Lee-Carter model
We estimate the Lee-Carter which is specified as:
𝐷𝑡𝑥 ∼ Poisson 𝐸𝑡𝑥 𝜇𝑡𝑥

with ln 𝜇𝑡𝑥 = 𝛼𝑥 + 𝛽𝑥 𝜅𝑡 .

The parameters are often calibrated using numerical optimization
methods. There are many combinations (𝑡, 𝑥) with zero observed deaths,
and these optimization methods then may fail. We need to apply a trick:
➢ For cells (𝑡, 𝑥) with zero deaths, replace the death count by some
small number, e.g. 0.01 (or: 1E-2).
Often this trick solves the numerical optimization problems. However…
H
This issue is clearly related to the low exposures and corresponding low
or zero death counts. Hopefully we can improve by making some
additional assumptions, e.g. that there should be some structure over the
ages.

Attempt #1
A smooth average level of mortality
Let us start humbly: we first estimate only a smooth average over the
observed period. In other words, we estimate the following model:
𝐶𝑈
𝐶𝑈
𝐶𝑈
𝐷𝑡𝑥
∼ Poisson(𝐸𝑡𝑥
⋅ 𝜇𝑡𝑥
)

𝐶𝑈
with ln 𝜇𝑡𝑥
=𝑓 𝑥

The resulting estimates for the male and female average levels show close
similarities with the 𝐴𝑥 parameters in the Li-Lee model
From these estimates we obtain mortality rates using 𝑞𝑥 = 1 − exp −𝜇𝑥 ,
and we find the following period life expectancies:
PLE at birth

PLE at age 65

Males

72.7

15.5

Females

79.9

19.6

These numbers are based on mortality data
from almost twenty years. We should investigate
whether mortality is evolving over time!

Attempt #2
Allowing for a trend in mortality
We now investigate whether including a trend in Curaçao mortality results
in improved estimates:
• We do not (yet) estimate a Curaçao-specific mortality trend, but we
make use of the trend estimated in the AG-model;

• We investigate what the relative difference in mortality is between the
Netherlands and Curaçao.
The model we estimate is the following:
𝐶𝑈
𝐶𝑈
𝐶𝑈
𝐷𝑡𝑥
∼ Poisson 𝐸𝑡𝑥
⋅ 𝜇𝑡𝑥

with

𝐶𝑈
𝑁𝐿
ln 𝜇𝑡𝑥
= ln 𝜇𝑡𝑥
+𝑓 𝑥 .

መ
On the right we show exp 𝑓(𝑥)
, which represents the estimated relative
difference in mortality between the Netherlands and Curaçao.
A factor greater than 1 implies mortality in Curaçao is higher.

Mortality in Curaçao is in general
higher than in the Netherlands.
The difference is enormous for
males aged 20-40.

Attempt #3
Estimating a trend in mortality
We have 19 years of historical observations. We have already seen that the traditional LeeCarter does not work as intended due to the low exposures:
➢ Perhaps we can estimate a Lee-Carter-type structure within the GAM framework;
➢ If smoothness is imposed upon the age effects, the numerical issues encountered before
may no longer be applicable.
We calibrate the following model:
𝐶𝑈
𝐶𝑈
𝐶𝑈
𝐷𝑡𝑥
∼ Poisson 𝐸𝑡𝑥
⋅ 𝜇𝑡𝑥
, with

𝐶𝑈
ln 𝜇𝑡𝑥
= 𝑓 𝑥 + 𝑔 𝑥 ⋅ 𝜅𝑡 .

We find the following:
• 𝛼𝑥 is similar to what was found for the AG-model;
• 𝛽𝑥 for males is always positive, but for females negative for the lowest ages;
• 𝜅𝑡 shows a steady decrease, indicating mortality improves over time.

Comparison of models
Statistical measures
We have investigated the following models:

Statistical criteria

[A1]

Log likelihood

Average mortality in Curaçao during observed period
(Static baseline):
➢

[A2]

Constant relative difference in mortality between EU and
Curaçao
(AG baseline):
➢

[A3]

𝐶𝑢𝑟
𝜇𝑡𝑥
= exp 𝑓 𝑥

𝐶𝑢𝑟
𝜇𝑡𝑥

=

𝑁𝐿
𝜇𝑡𝑥

⋅ exp 𝑓(𝑥)

Estimating a Curaçao-specific mortality trend
(Smooth Lee-Carter):
➢

𝐶𝑢𝑟
𝜇𝑡𝑥
= exp 𝑓 𝑥 + 𝑔 𝑥 ⋅ 𝜅𝑡

NB: 𝜅𝑡 is forecast assuming a random walk with drift.

A1

A2

A3

-5,982

-5,797

-5,830

20.0

19.5

68.4

AIC

12,003

11,633

11,797

BIC

12,125

11,751

12,213

A1

A2

A3

Age 0 in 2016

72.7

75.4

73.9

Age 0 in 2030

72.7

78.3

76.3

Age 65 in 2016

15.5

17.0

16.0

Age 65 in 2030

15.5

18.9

17.4

A1

A2

A3

Age 0 in 2016

79.9

81.4

80.6

Age 0 in 2030

79.9

83.5

81.0

Age 65 in 2016

19.6

20.6

20.1

Age 65 in 2030

19.6

22.2

21.1

Number of parameters

Male PLE

Female PLE

Comparison of models
Forecasts of period life expectancy at age 65

Comparison of models
Forecasts of period life expectancy at birth

Comparison of models
Period life expectancy at birth

We explain the strange results for females as follows:
• Mortality at the lowest ages have a large impact on the life
expectancy;
• In the smooth variant of the Lee-Carter model we predict female
mortality deterioration for these lower ages;

• The female period life expectancy at birth therefore decreases.

Mortality in Curaçao
Concluding remarks
Less promising attempts

Promising attempts

Based on the results presented above, we conclude that the following
models / approaches are not promising enough to be used for mortality
forecasting for Curaçao:

Based on the results presented above, we conclude that the following
models / approaches have more potential to be applied successfully for
forecasting of Curaçao mortality:

• Traditional mortality models
Models such as the Lee-Carter model are difficult to calibrate
successfully to Curaçao mortality data due to the low exposures. This is
to a large extent caused by including separate parameters for each age
(𝛼𝑥 and 𝛽𝑥 ). The way that zero-death observations are dealt with greatly
affects the parameter estimates, and therefore this approach should be
used with great care.

• AG baseline
Using fitted mortality rates from a different model (the baseline) can
substantially improve the fit of the model, especially if the baseline
already includes a trend in mortality.

• Smooth baseline
We have been able to estimate a smooth baseline. However, it is
unrealistic to assume mortality remains constant over time. Therefore,
this approach should not be used for pricing and reserving.

• Smooth Lee-Carter
The Lee-Carter model with smooth age effects allows for stochastic
projections. Something strange occurs for females very young ages,
resulting in peculiar forecasts of period life expectancy at birth. If
mortality rates for adult ages only are of interest, we may consider using
fewer ages for calibration of the model.
A combination of the Li-Lee model and a smooth Lee-Carter model for
Curaçao mortality may work even better. This is left for further
investigations.

Take-away messages
Mortality modelling in general
Mortality can be modelled in various ways, and each country has its own
difficulties:
• For countries with a sufficiently large historical dataset but with an
unstable mortality trend, multiple population mortality models such as
the Li-Lee model can be very useful:

Generalized Additive Models
GAMs are a valuable extension to GLMs, and they are easy to implement.
GAMs are likely to outperform GLMs in many cases, and results in more
adequate results. Actuaries working with regression models should all get
familiar with GAMs. (This is not limited to mortality modelling only!)

➢ A ‘global’ mortality trend is estimated from a larger group of
countries;

Mortality modelling in Curaçao
Due to the low exposures mortality modelling in Curaçao proves difficult:

➢ The difference w.r.t. this peer group is assumed to converge to
something stable on the long term.

𝑁𝐿
• The model using 𝜇𝑡𝑥
as a baseline provides reasonable fit and stable
forecasts.

• For countries with low exposures numerical optimization of standard
mortality models may fail. Smoothing procedures may then prove
useful. By imposing that observations at nearby ages behaves similarly,
we can prevent certain optimization issues to occur.

• The smooth Lee-Carter model experiences issues at lower ages for
females. Further, using only 19 years of historical data may result in
volatile projections.
My advice is to investigate whether the full AG-model applied to Curaçao
works well, or whether a group of Caribbean countries can be used to form
the peer-group.

THANK YOU

